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ABSTRACT

Emerging single-chip heterogeneous multiprocessors feature
hundreds of design elements contending for shared resources,
making it difficult to isolate performance impacts of indi-
vidual design changes. This work is the first to parameter-
ize shared resource accesses in the form of access attributes,
summarizing the impact of shared resource contention on
system performance, analogous to the way RTL parameters
summarize more detailed transistor models. The intuition
behind access attributes is that much application and archi-
tecture dependent contention information is known during
detailed cycle-accurate simulations, and would be useful to
inform a higher level model. The detailed contention infor-
mation is sampled from a short cycle-accurate simulation,
“training” a high-level statistical regression model of con-
tention. This contention model can then be used in simula-
tion to estimate the impact of shared resource accesses at a
high level of abstraction, enabling the designers to explore
contention-related performance impacts of design decisions.
Using the access attribute-based contention models resulted
in speedups of 40X over cycle-accurate simulation, with av-
erage simulation errors of less than 1% with 95% confidence
intervals of about +3%.

Categories and Subject Descriptors

C.4 [Performance of Systems|: Modeling techniques, Per-
formance attributes; 1.6.5 [Simulation and Modeling]:
Model Development—~Modeling methodologies

General Terms
Performance, Design

Keywords

Performance Modeling, Simulation, Contention Modeling,
Statistical Regression Models, Heterogeneous Multiproces-
sors

1. INTRODUCTION

The emerging Single Chip Heterogeneous Multiprocessor
(SCHM) systems feature tens of heterogeneous processors,
different communication architectures, and a variety of mem-
ory hierarchies, while providing situations where many tasks
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are capable of running on many different resources. The
biggest challenge in high-level SCHM performance model-
ing is capturing performance impacts of concurrent design
element interactions resulting in contention for shared re-
sources, while minimally impacting simulation performance.
Shared resources, such as busses, force performance simula-
tors to interleave all resources in the system at the shared
resource access rate, which is typically closer to the level
of the individual instruction than the level of the instruc-
tion groups. Figure 1 shows the impact of resource inter-
leaving on high-level simulation overhead as the number
of shared resource accesses grows. Since the simulator is
forced to work near the instruction level, isolating the per-
formance impacts of individual design decisions on SCHM
systems could take days. In this paper, we introduce a
high-level statistical contention model that removes simu-
lator dependence on resource interleaving and re-claims the
performance shaded in gray in Figure 1.
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Figure 1: Simulation slowdown due to shared re-
source modeling.

Simulating contention at a cycle-accurate (CA) level is
detailed and accurate, but slow and unwieldy to build and
execute. Analytical approaches are quicker to set up and
execute, yet must make many simplifying assumptions and
contain too little detail about the modeled system. We ob-
serve that much system-specific information known in the
CA simulation can be useful to an analytical contention
model and can be extracted by sampling a small subset of
the CA simulation run. The challenge in taking advantage
of the above observation is determining what information
present at the CA level is most useful and how to summa-
rize it into a high-level contention model.

The contribution of this paper is the development of a
set of shared resource access attributes that summarize the
impact of contention on SCHM performance:

e Average Requested Utilization (p)
e Access Balance (B)
e Thread Concurrency (7'

A good analogy for access attributes and their relationship
to CA-level information are the RTL parameters such as



hold time and propagation time, which are extracted from
more detailed SPICE models. Although RTL parameters are
based on low-level transistor models, most designers manip-
ulate them directly, allowing them to abstract system detail
and design at a higher level.

Ultimately, designers will be able to manipulate access
attributes directly as well, enabling them to better under-
stand the contention-related effects of specific design deci-
sions. This paper focuses on the extraction phase of access
attributes by sampling snippets of lower-level (CA) simula-
tions and creating high-level statistical regression models of
contention. Applying the contention model to a simulation
resulted in speedups of 40X over CA simulation with average
simulation errors of less than 1% and with 95% confidence
intervals of +3%. Regression contention models can usually
be trained with less than 10 mil. cycles of CA simulation, a
small fraction of typical embedded application runtime.

In this paper we will describe the access attributes used in
the contention model, why they were chosen, how they are
collected, and how they can be a powerful tool in predicting
shared resource contention. We will also describe how the
statistical regression model is created and applied within a
simulation environment. We will present data that shows
the overall speedup and accuracy gained from using the sta-
tistical model, determines how long the model should be
trained through CA simulation, and discusses what the op-
timal sampling unit size is to maximize confidence in model
accuracy.

2. EXISTING SIMULATION FRAMEWORK

In order to describe the statistical contention model and
the access attributes that inform it, we will first describe
the simulation environment that encapsulates the model.
Modeling Environment for Software and Hardware (MESH)
[11] allows designers to answer questions about how the
numbers and types of processors and communications re-
sources, the scheduling decisions, and the software tasks
(mapping and complexity) affect the overall performance of
SCHM systems. MESH increases simulation performance
by executing application code natively on the host plat-
form to capture data dependent execution, but emulates tar-
get system performance through annotations inserted within
the code. This approach, called execution-driven simulation
with cross-profiling or back-annotation of target information,
has been commonly used for traditional multiprocessor sim-
ulation [5], as well as simulation of SCHM systems [1] [11].

Figure 2 shows a simple application control flow graph ex-
ecuting natively on the host simulator. At the end of each
basic block, an annotation is inserted estimating the target
processor performance. The annotation, shown in red in
the detailed area of Figure 2, is not a simple delay value,
but instead captures the computational complexity of the
natively-executing code. In this example, each loop iter-
ation is annotated as one add and one multiply operation,
which are then in turn “consumed” by hardware resources to
determine timing. This level of indirection allows one set of
annotations to capture code performance on multiple het-
erogeneous processors, speeding up the design exploration
process. Note that annotations do not have to contain in-
struction types, and can be made at different levels of ab-
straction.

Target system information within annotations and pro-
cessor models can be extracted from a CA simulation of the
target processor, inferred by the compiler, or be manually
inserted by the designer. Because most of the instructions
are executing natively on the host system, this approach re-
sults in about a two orders of magnitude speedup over CA
simulation and can be very accurate (< 1% error) depend-
ing on the quality of annotations. More detail on the MESH
simulator, including its features, accuracy, and performance
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Figure 2: Execution-based simulation with back-
annotation of target system information.

is available in [11] and [3].

We use Figure 3 to distinguish between two types of anno-
tations: lightweight and heavyweight. The figure shows the
timeline view of two concurrently executing threads, as well
as a control flow view similar to one in Figure 2. Lightweight
annotations, shown by thin vertical lines in both views, are
inserted at a very fine granularity and aim to capture the
control flow changes. As the thread executes, lightweight
annotations are collected, but not passed on to the MESH
simulator kernel. Once a heavyweight annotation is encoun-
tered (shown as the thick lines in Figure 3), execution of
the current thread is suspended, lightweight annotation in-
formation is passed on to the simulation kernel, and the
next scheduled thread is run. We name regions defined by
lightweight annotations annotation slices and regions de-
fined by heavyweight annotations annotation blocks. This
distinction will be important when discussing the creation

of access attributes later in the paper.
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Figure 3: Distinguishing between heavyweight and
lightweight annotation types.

Although promising, the back-annotated simulation strat-
egy runs into problems when simulating concurrent SR ac-
cesses. Since annotations containing SR accesses may have
their timing affected by contention, only slices with tim-
ing localized to a single processing element can be accu-
rately annotated. Therefore, once an SR access is reached,
a heavyweight annotation must be inserted, forcing an ex-
pensive context switch to other processors to determine con-
tention. This simulation overhead due to interleaving of
threads at the shared resource access rate was shown in Fig-
ure 1. Access attributes summarize the impact of SR access
contention, and remove the simulation performance depen-
dence on the number of SR accesses present in the simulated
system.

3. ACCESS ATTRIBUTE MODELS

In this section, we introduce access attributes and dis-
cuss the intuition and the design process behind them. We
describe how access attributes are derived from code annota-
tions and show how they can be used to extract a high-level
statistical regression model of contention.



3.1 Selecting Access Attributes

The intuition behind access attributes is that CA-level
information can be statistically extracted and used within
a high-level contention model. In order to select CA-level
information with the most impact on contention, 10-15 dif-
ferent candidate shared resource access attributes were con-
sidered, such as per-thread utilization, average access in-
terarrival time, variance of interarrival times, alignment of
access bursts between threads, etc. A statistical regression
model of candidate attributes and the resulting contention
was created from detailed simulations of hundreds of differ-
ent SCHM application combinations contending for shared
memory. Applications, processors, and architectures used
to generate this data are described in more detail in the
Results section of this paper.

To select the set of access attributes that best describes
SR contention at a high level, we looked at statistical null
hypothesis test results, goodness of fit (R? values), ease of
model training, and attribute computational /storage costs.
The null hypothesis test discards access attributes deemed
statistically insignificant in their effect on contention. R?
values capture how well the model describes the sampled
data variance. Since regression models with more dimen-
sions require more samples to accurately train (known as
the curse of dimensionality), our experiments found that it
was difficult to train regression models with more than 4
attributes without interpolating large areas of the model or
collecting large amounts of training data.

Using these criteria, three access attributes were identified
that provide the best tradeoff between the information in
the model and sampling length: Average Requested Utiliza-
tion (p), Access Balance (B), Thread Concurrency (7). The
value of p captures the overall demand level for the shared re-
source, B captures the distribution of accesses among multi-
ple threads, and 7" records how many simultaneous accesses
can be expected at a time. Using these three attributes,
we found that, on average, the model captures over 88%
of contention behavior (measured via R? values) using only
about 100 sampled data points (about 10 mil. simulation
cycles with sample unit size of 100k cycles). We will use the
remainder of this section to describe what these attributes
represent, how they are extracted from CA simulation, and
how they can be used to create a high level SR contention
model.

3.2 Collecting Access Attribute Information

Each annotation slice A (described in Section 2) is com-
posed of a shared resource information vector S and compu-
tational complexity C;, A = {C,S}. As mentioned in Section
2, computational complexity is used to calculate the slice
execution delay for each potential target processor. Shared
resource information S = {s1, s2, ..., sr } is a vector of length
R, where R is the number of shared resources in the system.
sr records the number of accesses issued by the current slice
of code to each shared resource r.

For each annotation slice A and for each shared resource
r, we calculate requested utilization pr :

Sr! Lr
FO) + 37 (se b o)

where g is the time required to service an access to r and
f(C) is the execution delay of the slice, represented as a
function of computational complexity. Therefore, slice re-
quested utilization is the total uncontended shared resource
access time (s; ! ur) divided by the total runtime of the

block (f(C) + Zle(s, I' ur)). The value of pr can be any-
where between 0 (all execution, no SR accesses) and 1 (no
execution overhead, all SR accesses).

pr=
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Figure 4: Collecting access attribute information.

Figure 4 shows how information from multiple slices is ar-
ranged to form the basis for access attributes. As the MESH
simulation executes, slice information is collected, creating
a dynamic trace of basic block operation. Each annotation
block contains n; slices of information for each thread k,
where each slice contains its own value of requested utiliza-
tion for each shared resource (pr). We can label each slice
utilization value with pj j r, identifying which slice, thread,
and shared resource it is associated with. Note that Fig-
ure 4 shows all slices and blocks of the same size only for
illustration purposes; there are no limitations on annotation
slice or annotation block size.

3.3 Calculating Access Attributes

All access statistics are created using the value of re-
quested utilization for each individual slice p;,j for a given
shared resource r. Average Requested Ulilization (p) (note
no subscript) captures the overall demand for a shared re-
source by averaging all the values of pi; across the anno-
tation blocks (i direction in Figure 4) and then summing
the average across all threads (j direction in Figure 4). Ta-
ble 1 shows in detail how p and other access statistics are
calculated.

Access Balance (B) captures the distribution of accesses
among threads. It averages the differences between the
average requested utilization of one annotation block (the

(% S pi,j) term) and the average utilization across all

threads (the £ term). Note that when all threads access
the shared resource equally (i.e. the system is balanced) the
value of B is near 0.

Finally, Number of Active Threads (T') looks at how many
threads are concurrently making accesses to the shared re-
source. A value of 0 or 1 (thij in Table 1), which iden-
tifies whether the slice contains any SR accesses, is aver-
aged across the annotation blocks and summed across all
the threads. The value of T, between 0 and the number
of concurrently running threads, captures situations where
threads may be running, but not accessing shared resources.

3.4 Extracting the Statistical Regression Model

Using the described access attributes, we extract a high-
level model of SR contention from the CA simulation data.
To train a contention model, we’ve modified a gdb-armulator
CA simulator to extract a detailed memory access trace for
several common SCHM applications (described in a later
section). The collected memory traces are concurrently ex-
ecuted by our custom multi-threaded cycle-accurate simula-
tor tracesim, modeling the contention for shared resources in
detail. To provide training data for the contention model,
access attributes p, B, and 7T, along with delay per unit
time (DPT), are collected at intervals of the same size as
annotation blocks within MESH. The output of the tracesim
simulator is a list of p, B, and T attributes and their result-
ing DPT.

We use the Generalized Additive Model (gam) package
for the R statistical environment [8] to create additive non-
parametric regression models of contention using the data
collected from detailed simulation. In our experiments, we
noticed that the relationships between the access attributes



Table 1: Summary of Access Attributes

[ Model Attribute | Definition

Comments

|

Average Requested Uti-
lization (p)

— Kk m
P=2 w2

Captures the overall busyness of the shared re-
source.

Access Balance (B) B= % ij

n .
(rljZi ’ Pi,i) £

Quantifies how much requested utilization for each
thread varies with regard to the average.

Number of Active

T= 3 thiy,  thij =
Threads (T)

{

0,p4,;=0
1 Pi,G> 0

Average number of threads making shared re-
source accesses.

and observed contention cannot always be described para-
metrically (as linear, polynomial, exponential, etc.), since
the relationships change with different applications or ar-
chitectures. Nonparametric regression (i.e. arbitrary curve
fitting to data) allows us to specify any function to represent
this relationship, increasing model accuracy and flexibility.

The regression model used to predict contention from the
three access attributes is:

DPT = f(p)+ f(B)+ g! T

where DPT represents delay per unit time, and f(-) are
the nonparametric fits to p and B access attributes. Note
that the last attribute T is not specified non-parametrically;
we found that a simpler linear relationship between T and
DPT was sufficient in the presence of the other two ac-
cess attributes. Simpler T to DPT relationship has the
added advantages of needing less data to accurately train
the model.

Although the exact relationship between the access at-
tributes and D PT depends on the exact set of applications
and system architecture used, we observed some general
trends from the collected data. Unsurprisingly, as average
requested utilization (p) or the concurrency level (T) in-
crease, so does the DPT. Higher values of balance (B) de-
crease contention delay, since they indicate that the system
is unbalanced, i.e. one of the threads makes the majority of
S.R accesses, making contention less likely. Interestingly, for
low levels of utilization, the value of B has a much more sig-
nificant impact than when system is highly utilized. This is
also intuitive, suggesting that highly contended unbalanced
systems will experience contention regardless of balance.

Once a model is fitted, the designer could manipulate the
access attributes directly: increasing bus bandwidth by re-
ducing p or capturing the effect of a scheduling decision by
adjusting T. Modeling the addition of a high contention
thread to the system affects all three attributes: p and con-
currency level T' are increased, while the system is less bal-
anced than before, decreasing B. However, in this paper
we focus on using the statistical contention model directly
within a back-annotated simulation in order to solve the
context switch overhead described in Figure 1.

3.5 Simulator Integration

The statistical contention model is integrated within the
MESH simulator via a technique which assumes that multi-
ple accesses were serviced with no contention and uses the
statistical model used to predict contention after the fact,
applying contention in the form of a penalty. Figure 5 illus-
trates this approach with a simple example of two processors
executing concurrently. The threads executing on Proces-
sors 1 and 2 access a shared resource at times shown with
diamonds. However, these SR accesses are ignored until a
heavyweight annotation point is reached, shown via dark
vertical lines. Once an annotation point is reached, the SR
access information for the region is collected, converted into
access attributes, and passed on to the contention model.
When all blocks for a given region have returned their ac-
cess attributes, the statistical contention model estimates
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Figure 5: Fast-forwarding of shared resource ac-
cesses while estimating contention delays.

contention and applies it in the form of a penalty (shown
as a black box), moving the subsequent code to be executed
further back in simulated time. This approach allows switch-
ing between threads at designer determined times, and not
for every SR access, decreasing simulation slowdown due to
context switching. The detailed algorithm of the technique
is described in [3].

4. PRIOR WORK

The SCHM performance modeling space is populated with
many simulation and analytical approaches. Since most
of the approaches in performance modeling operate at or
near cycle accurate level, we compare our work to other ap-
proaches that attempt to raise the abstraction level when
modeling contention.

In Transaction Level Modeling (TLM), simulation of the
communication subsystem is sped up by abstracting the
communications protocol and pin detail with a generic com-
munications channel [4] [10]. Even though TLM obfuscates
much of the detail of the individual transaction, contention
between transactions is still captured by simulating trans-
actions separately. Our approach considers groups of trans-
actions at a time, operating at a much higher level of ab-
straction than TLM, and thus experiencing higher speedups
while sacrificing some accuracy.

Many approaches, including ours, perform simulation above
the cycle accurate level by back-annotation of the model
with performance information [9] [1]. However, even though
these approaches present a back-annotation approach simi-
lar to MESH, shared resource accesses are considered indi-
vidually, and not modeled at a higher level of abstraction as
introduced in this paper. All of these approaches would run
into context switch slowdowns shown in Figure 1.

Analytical models for parallel program performance mod-

eling use system information to determine performance through

mathematical means. Models such as [7] are dependent on
the parallel program or architecture modeled, and a new
model must be developed for each new application. Queuing
theory models [2] have been successful in modeling data net-
work contention. However, they assume purely exponential
access inter-arrival times, an assumption that breaks down
when loop-based applications create SR accesses with more
regular patterns. Due to the training process, our high-level
contention model contains more system-specific information
than the pure analytical models and can thus accurately
simulate systems where the analytical assumptions fail.
Statistical simulation and statistical sampling approaches
[6] [12] extrapolate commonly recurring program behavior



o
cjpeg_random

0.15
|

9zip_randol
[

© gunzip_pic
o gunzip_book o
crafty

=] mad

- o}

S P
Cjpeg_pic 3y O 9zip_pic

djpeg_random o djpeg_blank o

o cjpe%,blank

djpeg_pic

adpcm_en @
= o adpcm_dec o rijndael_dec|

T T T T T T T
0.20 0.25 0.30 0.35 0.40 0.45 0.50

o
gzip_book

Memory Access Coefficient of Variation

0.00

Average Memory Utilization

Figure 6: Map of various benchmark memory access
behavior. Benchmarks used are circled in red.

by statistical sampling in a way similar to our work. How-
ever, these approaches focus on estimating system through-
put, and are less appropriate for capturing system response
to outside stimuli, crucial for modeling embedded systems.

Additionally, these approaches do not parameterize contention

behavior as we do, and thus do not have the ability to be
directly manipulated at a higher level.

By introducing access attributes and creating a high-level
statistical model of contention, our work improves simula-
tion speed relative to traditional cycle accurate simulation,
is more broadly applicable than analytical models, and pro-
vides a more appropriate approach for embedded system
modeling compared to the current statistical simulation ap-
proaches.

5. RESULTS

In order to show the validity and usefulness of this model,
we show that it is accurate for contention situations created
by a variety of concurrent SCHM applications. Since the
most common SR accesses are accesses for shared memory,
our experiments simulate the contention for a shared bus
used by several ARM processors to access shared memory.
Although an SCHM may have several separate points of con-
tention (hierarchical busses or network-on-chip links), these
can all have their own custom-trained statistical contention
model. Therefore, evaluating model accuracy for a single
point of contention validates the model for more complex
systems as well.

For the evaluation of the contention model, we assume
that each application is running on its own processor, there-
fore, there is no contention for execution resources, only for
shared memory blocks. The memory and bus models as-
sume a constant service delay for each uncontended access.
Only one outstanding memory access is allowed per pro-
cessor, meaning that processors stall on contention. The
impact of caches is not modeled, although we believe that,
with some adjustments, the statistical regression training
approach could be used to model caches as well. Note that
none of these assumptions are limitations of the MESH simu-
lator, but are instead limiting factors chosen by us to isolate
statistical model’s accuracy.

To capture a wide variety of design decisions, access pat-
terns, and contention levels, we ran tests with groups of
2, 3, 4, and 5 single-threaded applications executing con-
currently. We selected several multimedia, encryption, com-
pression, and signal processing applications from SPEC2000
and MiBench benchmark suites: adpcm (adaptive differen-
tial pulse code modulation), FFT, jpeg, gzip, rijndael (en-
cryption), rsynth (speech synthesis), and crc (cyclic redun-
dancy check). To select these applications from the greater
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set of SPEC and MiBench benchmarks, each benchmark’s
memory access utilization and coefficient of variation were
measured and used for the selection criteria, ensuring the
widest variety of memory access patterns (Figure 6). The 7
applications executing in groups of 2, 3, 4 and 5 threads at
a time provide us with over 100 different experiments with
which to test our model.

Since short model training times are crucial to realize
simulation performance increases from this technique, we
also show the relationship between model error and training
length. Finally, at the conclusion of the section, we explore
how annotation block size (i.e. sampling unit size) affects
the confidence in model fit.

5.1 Model Accuracy and Speedup

Table 2 shows the statistical model accuracy by comparing
the number of contention cycles predicted by the statistical
model to the number of contention cycles from the CA sim-
ulation. Note that because the contention cycles represent
only a fraction of total runtime cycles, the application run-
time error is significantly smaller. Table 2 shows the mean
error and the empirically measured 95% confidence inter-
vals for the groups of 2, 3, 4, and 5 concurrently executing
threads. Since bursty access behavior tends to average out
in presence of more concurrency, the confidence intervals
decrease as concurrency increases. Across all the test cases,
the MESH simulation was on average 40X faster than sim-
ulating at the CA level. Note that although this speedup
comes from annotation-based simulation, it is the contention
model that enables SR accesses to be efficiently and accu-
rately modeled.

Table 2: Model Accuracy and Speedup

| No. Thrds [ Mean Error [ 95% Conlf. Int. [ Speedup ‘
2 -0.705% -4.12% to 2.71% 89X
3 -0.575% -4.46% to 3.31% 34X
4 -0.334% -1.79% to 1.12% 24X
5 -0.475% -2.28% to 1.33% 22X
All -0.505% -3.34% to 2.33% 40X

5.2 Length of Model Training

In this test, we determine the necessary length of CA sam-
pling before an accurate statistical contention model can
be built. Since the statistical model should be optimally
trained using the whole application, the reference model in
this experiment is defined as a model generated from the
entire application runtime, lasting from 200 million cycles
to over several billion, depending on the benchmark. The
test set is a model trained from the same application run
truncated after a set number of cycles (application initial-
ization code skipped). Error due to training is defined as
the difference between the reference and the truncated test
set.

Figure 7 shows the statistical model error as training length
of test sets is increased. Each point of the graph is the aver-
age of the model errors for all combinations of 7 benchmarks.
As can be seen from the results, the model can be trained
within 10 million cycles for higher levels of system concur-
rency (3 or more concurrent threads). However, for only 2
threads, longer training time is necessary (50 or 100 million
cycles). This is due to a naturally higher variance found in
contention behavior between only two threads (i.e. appli-
cation burstiness has a higher impact when less concurrent
threads are running).

5.3 Annotation Block Size

Figure 8 shows the impact of sampling block size on the
95% confidence intervals associated with the goodness of fit
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for the statistical model. The x-axis represents block sizes
ranging from 300 to 3 mil. cycles. Again, each point on
the graph is an average of information from test runs of all
combinations of 7 benchmarks. Note that this graph should
not be confused with the confidence intervals in Table 2
which represent confidence in model error. Instead, Figure
8 shows how confident the regression modeling process is
that it found the true mean for each value of p, B, and
T. Since very small block sizes have higher variance of ob-
served contention, and the very large block sizes present less
data points from which to make the model, the confidence in
model fit is lower (i.e. confidence intervals are larger) at the
edges of Figure 8. Most importantly, this data shows that
there is a wide range of block sizes with acceptable confi-
dence, giving the designer much freedom in deciding where
to place the MESH annotations and thus control sampling
frequency and simulation overhead.

6. CONCLUSIONS

This paper shows that SR accesses can be parameter-
ized and integrated as a high-level contention model into
a performance simulator. Our work is believed to be first
to develop a set of shared resource access attributes that
capture the impact of shared resource contention on SCHM
performance. By sampling a short snippet of CA simula-
tion, contention-related data is extracted via the access at-
tributes and, through statistical regression, fit onto a model
of contention. This contention model estimates the impact
of shared resource accesses at a high level of abstraction,
enabling the designers to explore contention-related perfor-
mance impacts of design decisions. Applying the access
attribute-based contention model to the MESH simulator
resulted in speedups of 40X over CA simulation, with aver-
age simulation errors of less than 1% with 95% confidence
intervals of about +3%. These statistical contention models
can be trained in as little as 10 mil. cycles of CA simulation.

The access attributes show much promise for high level
performance modeling. By summarizing contention behav-
ior within a system, access attributes extract common struc-
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ture from both critical and common design cases, allowing
the designer to better understand impacts of design changes
on contention. As such, access attributes have the potential
to enable new higher levels of SCHM design, modeling, and
simulation, much like RTL-level parameters did by encap-
sulating information from transistor-level models. Future
work will deal with reducing dependence on CA simulation
for model training by exploring which design changes can
be made without frequent re-training or by developing a
quantitative method for identifying when model re-training
is necessary. Ultimately, the goal of access attribute based
contention models is to use them as a basis to develop an
understanding of how design changes affect shared resource
contention patterns, both for the purpose of faster and more
accurate simulation, as well as insight into the design of sys-
tems with shared memory.
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